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Mixed-Signal

Understanding the sampling process
Sampling is the first step in the process of converting a continuous analog
signal to a sequence of digital numbers. This article provides an insight into
time and frequency domains of sampled signals. The concept of the spectral
window, defined by the sampling process, helps understand digital signals
and signal processing.

magine you are riding a bicycle and sud-I denly you are caught in a downpour. You
are unable to keep your eyes open in the rain,
so you start blinking them, opening them
only as frequently as necessary to see the
changing scene before you. You are using the
sampling technique without really being aware
of it. Your brain constructs the full image
from the samples obtained when the eyes are
open for a brief period. When you watch a
cinema you are actually shown image samples
projected on the screen (typically 16 to 25
frames per second). Your brain perceives the
individual frames as a continuous image
without flicker at this rate.

We are increasingly dealing with digital
information as in, for example, digital
cameras, CDs and DVDs, digital video,
digital audio and digital cellular phones, which
are inherently sampled. Most of the informa-
tion generated by natural processes, how-
ever, is analog. The human speech, audio
signals produced by musical instruments,
video signals from cameras, outputs of
measuring instruments like seismograph or
thermometer, etc. are examples of analog
signals. The analog signal is characterized by
being continuous in time and amplitude. Such

signals, when used with digital systems, need
to be converted to digital signals as shown in
Figure 1. The output of the digital system is
converted back to analog form. The purpose
of all this is to take advantage of the digital

systems over their analog counterparts. It is
convenient and efficient to process, store and
transmit signals in the digital format than in
their natural analog format. However, we
cannot perceive the signals directly in digital

Is digital better than analog?
This question is asked frequently as we are trying to replace

analog signals and systems by digital signals and systems in
recording, broadcasting, communication, measurements and
many other applications. Surprising to many, the answer is ‘not
always.’ If we compare the two signals at source, analog
always wins. When we say, at source, we mean that no
additional degradation is inserted in both the signals. However,
remember that quantization always degrades the digital signal,
however small that degradation may be. Using more bits per
sample we may reduce this degradation to a level below our
perception, however, measuring instruments can tell the
difference. A most expensive digital camera cannot provide a
better picture than a conventional camera. Try enlarging both
pictures and you will notice the difference. Music from a CD
cannot be better than the original analog music from which it is
recorded. At best digital can match analog quality subjectively.

Then, what is all this fuss about digital?
When signals are processed, stored or transmitted during

which if they undergo some degradation then digital comes out a
winner. Digital signals are more robust to noise and distortions.
Digital processing has many advantages over analog signal
processing. It is more economical, reliable and accurate to
handle signals in the digital domain. Information can be
transmitted and received at long distances more efficiently by
digital means than analog under identical conditions such as
transmitted power, bandwidth or terminal size. Degradation in
analog systems is gradual in terms of time or external influ-
ences. Digital systems, on the contrary, provide constantly
higher performance up to a point beyond which the performance
falls sharply. The performance of the analog systems would
have fallen below the acceptable level much before this point.
That is where digital is better than analog.

Figure 1. Using digital systems with analog signals.

Figure 2.  Analog to digital conversion involves filtering, sampling, quantization and encoding.

By R.N.Mutagi



40 www.r fdes ign.com September 2004

domain. Try feeding a digital audio stream
directly to a speaker system or a digital video
stream to the video input of a TV set. What
you hear or see is just noise. So it is essential
to convert the digitally stored, received or

Real-time processing or off-line processing?
Cost of the signal processing system is in direct proportion to

the speed requirements. The decision to use DSP, micropro-
cessor or EPLD to carry out a given task is generally based on
the number of multiplications and accumulations (MACs ) re-
quired in a signal processing application. The time available for
the processor to carry out the required computations in real-
time is the sampling duration, T, which is the inverse of the
sampling frequency fs, as shown here:

Knowing the signal frequency we choose the sampling
frequency and, hence, the period. We can estimate the number
of processing cycles required for a given application, such as
filtering. The signal samples are supplied to the processor
successively. Real-time processing is feasible from the device
and if it can carry out the required computations after receiving a
sample and before the next sample arrives.

In many applications a block of samples is needed before
computation can begin. For example, in the Fast Fourier Trans-
form (FFT) computations for spectral analysis, we store a block
of, say 1024 samples, and then compute the FFT coefficients for
the entire block. While this is being done the next block is stored
in a second memory. This is called pseudo-real time computa-
tion. In off-line applications we store the required number of
samples and process them leisurely for future use.

processed signal back to the original analog
format. A fundamental question is “Do we
loose any information in the signal in the
process of these conversions from analog to
digital and back to analog?” We loose noth-

ing if we do the job in the right way, if not we
loose almost everything. Our first task is to
understand the right way of doing these
conversions so that we do not loose any
information in the end-to-end process.

Digitizing analog signals
Before understanding the conversion to

digital let’s see what digital really is. A digital
signal has two basic characteristics. The
signal changes at fixed time intervals, i.e.,
discretely in time. Second, the amplitude of
the signal changes in discrete steps, i.e., the
signal can have only certain finite values.
In contrast, an analog signal can change
continuously in time and amplitude. The am-
plitude values are infinite even within a finite
range of the analog signal. Hence, converting
an analog signal to digital involves two steps:
first, making it discrete in time, which is
carried out by the sampling process and sec-
ond, making it discrete in amplitude, which is
carried out by a process called quantization.
Figure 2 shows how a signal flows through
an analog to digital converter. It goes through
a bandlimiting low-pass filter, the significance
of which will be made clear shortly, a sam-
pler, a quantizer and an encoder.

Although the signal at the output of the
quantizer could be called digital it is still a
multilevel signal changing at fixed intervals.
The levels are assigned binary numbers in the
encoder. The output of the encoder has
multiple bits each with two levels—high and
low, or logic ‘one’ and logic ‘zero.’ This is
the true format of the digital signal that we
find in all our applications. Figure 3 shows
the signal waveforms at different stages in
Figure 2. The analog input (a) contains high-
frequency components that are removed by
the bandlimiting filter. The smoothened out-
put (b) is sampled at intervals of T seconds
(c). The samples are then quantized (d) and
encoded (e). An eight-level quantizer shown
requires a three-bit encoder. It is clear that
the quantization is an approximation process
where the samples are approximated by the
closest fixed level, introducing an error in the
quantized samples. This is an irrecoverableFigure 3. Signal waveforms at different stages of conversion.
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process in the sense that the original signal
can never be exactly recovered from the quan-
tized signal. The error, however, can be made
as small as desired by increasing the number
of quantizer levels. For example, if the quan-
tizer levels in Figure 3 are increased to 16,
the error is halved, and we need four bits to
encode the levels (24 = 16). In general, n bits
can encode 2n levels. The resulting error
power, measured relative to the signal power
and expressed as a ratio of signal to quantiza-
tion noise (S/N), is given by

(S/N) = 6n + 1.8 dB (1)
Clearly, doubling the number of quantizer

levels and using one extra bit in the encoder
improves the performance by 6 dB.

Typical values of n, in practice, are eight
bits for speech and video, and 16 bits to
20 bits for music. Once the number n is
chosen for an application we have decided
the distortion level that we can tolerate. No
matter what we do, we can never remove this
distortion from the signal. When we process,
store or transmit the digitized signal the
reconstructed analog signal quality cannot be
better than that given by Equation 1. Because
there is always a loss of quality, no matter
how small, the quantization is a lossy
process. (See the sidebar “Is digital better
than analog?”)

The next question we need to answer is
what should be the sampling rate,       , which
is the inverse of the sampling period T in
Figure 3. The rate at which a signal should be
sampled in order to make a complete and
unambiguous recovery of the signal from the
samples was first proposed by Nyquist. Called
the Nyquist rate, it depends on the highest
frequency present in the signal and is given
by an expression:

 If a signal is sampled at a frequency meet-
ing the above criteria, we can recover the
signal without any loss in quality. Hence,
unlike quantization, sampling is a lossless
process. Now we can see why a low-pass
filter is required before the sampler in Figure
2. The maximum frequency in analog signals
is usually higher than what we can appreci-
ate. For example, in telephone applications
frequencies up to 3400 Hz are found quite
adequate although speech signal contains fre-
quency components higher than 3400 Hz.
The frequencies above 3.4 kHz can be re-
moved from speech without significantly af-
fecting the quality. The low-pass filter does
exactly this job. We sample the speech,
bandlimited to 3.4 kHz, at 8 kHz satisfying
the Nyquist rate requirement given in Equa-
tion 2.

What really is the sampling process? Math-
ematically, sampling is a process of multiply-
ing the analog signal x(t), with a sampling

signal s(t), which is a train of impulses as
shown in Figure 4. The impulse train is a
sequence of delta function, which has a value
of unity at instants ‘t’ and zero elsewhere.
The impulse train is an infinite sum of indi-
vidual delta functions, each delayed by
nT seconds. Thus, the sampled signal is
expressed as:

( ) ( ) ( ) ( ) ( ) ( ) ( )X t x t s t x t t nT x t t nT
s n n

δ δ
∞ ∞
∑ ∑= = − = −

=−∞ =−∞

Since the impulse has unit magnitude only at
nT instants, the product of x(t) and the impulse
train has non-zero value only at nT instants and
is zero at all other instants. At the instants nT
the product has the value of x(nT).

Figure 4. A sampler multiplies the continuous analog signal x(t) with the sampling pulse
train s(t).

Figure 5. Sampling seen in frequency domain (a) spectrum of the analog signal (b) spectrum of
the signal sampled just above the Nyquist rate (c) spectrum of the signal sampled below the
Nyquist rate (d) spectrum of the signal sampled much above the Nyquist rate.

max2sf f≥ (2)
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What happens if the sampling frequency
chosen does not satisfy Equation 2? We find
the answer to this question in the frequency
domain. Figure 5 shows the sampling process
in frequency domain. The amplitude spec-

trum X(T�) of signal x(t), which is obtained
through the Fourier transform of  x(t), is
shown in Figure 5 (a). Figure 5 (b) shows the
amplitude spectrum of the sampled signal,
which is obtained by convolving the Fourier

transforms X(j�) of x(t) and S(j�) of s(t) as
given in Equation 4.

Clearly, the spectrum of the sampled sig-
nal stretches from minus infinity to plus infin-
ity. Figure 5 shows only the positive spec-
trum. Observing the spectrum in Figure 5 (b)
we see that the signal spectrum appears on
either side of the sampling frequency      , and
all its harmonics, 2    , 3    , etc. It is just like
the amplitude modulation of the sampling fre-
quency and its harmonics by the analog signal.

The spectral window from 0 to 0.5     Hz is
important because whatever happens in this
region is simply repeated all over the spec-
trum. In fact, as will be apparent soon, we
can only see what appears in this window.
Our digital world is virtually limited to this
band of frequencies. It is easy to see that if
the signal to be sampled has a spectrum ex-
ceeding 0.5   then the different bands will
overlap causing a distortion, called aliasing
as shown in Figure 5 (c). This is due to the
fact that all the frequencies in the signal,
which are above the spectral window of 0-
0.5     are reflected back in to the window. A
low-pass filter is invariably placed before the
sampler to ensure that the signal applied to
the sampler does not have any frequency
components above 0.5    . This bandlimiting
filter must have sharp cut-off characteristics
near 0.5  , which is difficult to realize in
practice. This is the reason why we choose
the sampling rate more than twice the highest
frequency in the signal, ignoring the equal
sign in Equation 2. A sampling frequency
much higher than the Nyquist rate is used in
Figure 5 (d). As a result, we have a large gap
in the sampled signal spectrum. Although
this facilitates the design of bandlimiting
filter, which can now have a slow fall in the
transition characteristics, we pay a penalty in
the higher speed required for the quantizer and
encoder. Higher sampling rate also means lower
sampling period. The sampling period is
critical in the signal processing applications
because it dictates the speed of the processing
devices in a given application. (See “Real-time
processing or off-line processing?”)

Spectral window
We said that we can only see what is

within the spectral window. Just what we
mean by this is made clear by taking some
examples such as a digital filter. Let’s say we
wish to have a low-pass filter with passband
up to 3 kHz. An analog low-pass filter would
have a response shown in Figure 6 (a) with a
passband up to 3 kHz and stop band going up
to infinity. If we use a digital filter for the
same purpose first we have to digitize our

Figure 6. (a) Analog low-pass filter response (b) digital low-pass filter response (c) analog high-
pass filter response (d) digital high-pass filter response.

Figure 7. Oversampling of analog signal facilitates using a bandlimiting digital filter. A
decimator brings down the sample rate to Nyquist value.

Figure 8. (a) The quantization noise spreads evenly with a spectral density N up to sampling
frequency, (b) when the sampling rate is doubled the noise density is halved to N/2, (c) with the
sampling rate quadrupled the noise density is reduced to N/4.
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signal. Assume that we sample the signal at
10 kHz creating a spectral window of 5 kHz.
Our digital filter would then have a response
with a passband up to 3 kHz and stop band
up to 5 kHz. What happens beyond 5 kHz?
The response from 0 kHz to 5 kHz is mir-
rored from 5 kHz to 10 kHz, which is our
sampling frequency   . Beyond 10 kHz the
entire picture form 0 kHz to10 kHz is re-
peated infinitely as shown in Figure 6 (b).
Similarly, if we design a high-pass analog
filter with passband from 3 kHz the response
would be as shown in Figure 6 (c). A digital
high-pass filter would have a response shown
in Figure 6 (d), with the passband from 3 kHz

to 5 kHz. Again we are not concerned about
what happens to frequencies beyond 5 kHz
because when we decided to use a sampling
frequency of 10 kHz we knew that our hori-
zon is limited only up to 5 kHz. The high-
pass response, in fact, repeats infinitely.

Interestingly, in the digital filter specifica-
tion the passband frequency is defined as a
fraction of the sampling frequency, 0.3 in our
case. So, if the sampling frequency is changed
the passband frequency is automatically
scaled. For example, we can use the same
design of the low-pass filter for passband of
3 MHz if we use the sampling frequency of
10 MHz.

Oversampling
Can we replace the analog low-pass filter

in Figure 2, which is often difficult to build to
required accuracy, with a digital filter after
the signal is quantized and coded? Strange as
it may sound, because it looks as though we
are defeating the very purpose of the filter,
but it is done in some applications. However,
this requires sampling the signal at much
higher frequency than the Nyquist rate, to
avoid aliasing in the analog signal, and reduc-
ing the sampling rate after digital filtering as
shown in Figure 7.

This technique makes the life of designer
easy, as sharp cut-off is no longer needed in
the analog filter. Imagine designing an audio
filter with the slope of the attenuation char-
acteristic from 15 kHz to 16 kHz going down
by about 60 dB to 80 dB. This is a typical
requirement in a FM quality digital audio,
which has a sampling rate of 32 kHz. When a
signal is sampled at   the spectra of the
quantization noise occupies this band. When
the signal is sampled at higher rate the same
noise (which depends only on the number of
bits used) spreads up to new      as shown in
Figure 8. As shown Figure 8(a), the noise
density N up to   when sampled at
2      reduces to N/2 as shown in Figure 8(b)
so the total noise power is same. In Figure
8(c) the sampling frequency is increased to
4    and the noise density drops to N/4
keeping the total integrated noise power con-
stant. We notice that the noise in the Nyquist
band is reduced as shown by the rectangular
window in Figure 8(a). It is this noise that
contributes to the signal to noise ratio finally.
The decrease of noise in the Nyquist band
can be traded off against the number of bits
used in quantization. We know from Equa-
tion 1 that reducing one bit increases the
noise by 6 dB, which can be compensated by
increasing the sampling rate by four times.
This is the basic technique used in delta-
sigma modulators that employ one bit quan-
tizer at very high sampling rate compared to
the Nyquist rate, followed by noise shaping
and decimation filters to reduce the sample
rate and increase the number of bits in the
code word. The signal to quantization noise
ratio considering the sampling frequency is
given by

Thus, each time the sampling rate is
doubled the signal to noise ratio in the signal
band increases by 3 dB.

Sampling bandpass signals
In  applications such as software-defined

radio (SDR), the RF signals are directly digi-
tized using undersampling technique and pro-
cessed with DSPs. The signals occupying an
RF band if sampled at Nyquist rate would

Figure 9. Sampling
experiment.

Figure 10. Sampler characteristics.

Figure 11. (a) Signal occupying the frequency band from nfS/2 to (n+1)fS/2 (b) aliased frequency
band for when n is odd (c) aliased signal band when n is even.
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need very high speed analog-to-digital  con-
verter (ADC) and very high speed DSP
to process. This need not be the case. In
fact, the sampling rate would be close to
that given by Equation 2 in which            is
replaced by the bandwidth B of the signal.
We use the concept of under sampling to
sample bandpass signals. This concept can be
easily understood by carrying out a simple
experiment using a set up shown in Figure 9.

We use a variable frequency oscillator, a
sampler at fixed sampling frequency and an
oscilloscope. In fact, we can use a sampling
oscilloscope replacing the sampler and the
oscilloscope. We begin increasing the oscil-
lator frequency starting from a low value and
observe the sampled frequency in the oscillo-
scope. The observed frequency follows the
oscillator frequency up to half the sampling
frequency. For example, if the sampling scope
has sampling rate of 50 MHz, then we ob-
serve the output on the scope monotonically
increases up to 25 MHz. When the oscillator
frequency is increased beyond 25 MHz we
observe that the frequency on the oscillo-
scope starts decreasing, finally reaching zero
(DC), when the frequency from the oscillator

is exactly 50 MHz. When the input frequency
is increased further the observed frequency
on the oscilloscope starts increasing and goes
up to 25 MHz as input frequency goes to 75
MHz. Beyond this it starts decreasing again.
This phenomenon continues, the observed
frequency always varying between DC and
25 MHz. We can characterize the behavior of
the sampler with this experiment and plot a
graph of the observed frequency versus the
input frequency as shown in Figure 10.

As we see in this figure, the observed
frequency is always between 0 and 0.5      while
input is varied from 0 to    ,        to 2    and so
on. What we see is actually the alias fre-
quency when the input frequency is more
than 0.5    . Thus, the frequencies     ,  and
     are aliased to    . From Figure 10 we
realize that if a signal occupies a band of
frequencies from        to 0.5 (n+1)     , as
shown in Figure 11(a), after sampling
    they will be folded back to 0 to  0.5    as
shown in Figure 11(b) when n is odd and as
shown in Figure 11(c) when n is even. (Reader
may note that Figure 11 is a spectral diagram
with x-axis showing the frequency and y-axis
showing the amplitude, while Figure 10 is a

plot of output vs. input frequency of sampler).
Thus, for a bandpass signal from lowest

frequency f1 to the highest frequency f2, with
bandwidth B = f2 - f1 the minimum sampling
frequency is given by

where N is an integer part of the ratio f2 /B.

Changing the sampling rate
Many signal processing applications require

changing the sampling frequency of a signal.
For example, in the sub-band coding of speech
and audio the digital signal sampled at Nyquist
rate is split in to different frequency bands and
each band is downconverted to baseband and
re-sampled at a lower rate as it has lower band-
width compared to the original signal. Each
band is coded separately by quantizing with
different number of bits depending on the signal
amplitude. For example, Figure 12 (a) shows a
signal spectrum split in to eight sub-bands and
Figure 12 (b) shows the conversion of band No.
4 to baseband. All the bands two through eight
are downconverted similarly. The signal in each
band is re-sampled and re-quantized with dif-
ferent number of bits. The bandsplitting is done
with digital bandpass filters. The output of fil-
ters is at the original sampling rate. Using down-
sampling the sampling rate is reduced.

When there is a  need to reduce the sam-
pling rate we resort to down-sampling or
decimation. When the signal is sampled at
interval T we have a sequence of samples
x[nT] as shown in Figure 13(a), with the
corresponding spectrum shown in figure
13(b), the sampling frequency being equal to
1/T. This could be the downconverted
baseband signal of Figure 12(b). As we no-
tice the sampling rate for this signal is too
large as evident from the large gap in the
spectral diagram and we intend to reduce it.
If we desire to reduce the sampling rate by an
integer factor of M then we drop (M-1)
samples and pick up every Mth sample in the
original sequence. The new sequence, in-
dexed as x[nMT], is shown in Figure 13(c).
The new sampling rate is     / M = 1/TM where
TM = MT. We have used M = 2 in Figure 13.
The corresponding spectrum, shown in Fig-
ure 13 (d), is now being optimally utilized. It
appears that we are able to decimate a sam-
pling frequency only if the signal occupies
a frequency band below    /2M. This is par-
tially correct. We can decimate the sampling
rate even if the signal bandwidth exceeds
1/2TM but we are interested only in frequency
components below      /2M. Before decimat-
ing the sampling rate, however, we need to
use a low-pass filter, which restricts the sig-
nal band to below     /2M Hz.

Upsampling
If we wish to increase the sampling rate

Figure 12. (a) Speech spectrum split to several frequency bands (b) higher band is
downconverted to baseband.

Figure 13. (a) Signal sampled at 1/T rate (b) spectrum of the signal sampled at fs=1/T
(c) subsampled signal at intervals of TM > T (d) spectrum of the subsampled signal.
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then we do upsampling. The upsampler com-
prises of a sample inserter followed by a low-
pass filter with a cutoff frequency L     /2  as
shown in Figure 14(a).To up-sample a signal
x[nT], shown in Figure 14(b), by an integer
factor L we first insert (L-1) zero-valued samples
between successive original samples as in Fig-
ure 14(c) and then filter the signal. The filter
interpolates the samples of proper value from
the zero-valued samples as shown Figure 14(d)
and, hence, is called interpolation filter.

To change the sampling rate by a rational

process. All you have to do is pass the samples
through a low-pass filter (bandpass filter in
case of bandpass samples). How does the
filter recover the signal? An ideal low-pass
filter characteristics with cutoff frequency
0.5  =1/2T (T is the sampling period) is
shown in Figure 15 (a). It has a correspond-
ing impulse response as shown in Figure 15
(b). Impulse response of a filter is the output
of the filter for an impulse input. As we see
when an impulse, which is very narrow pulse
(ideally zero width, infinite height and finite
energy) is applied to the input of the filter the
output starts building up in a sinusoidal way,
reaching a peak value, and then dying off in
an oscillatory manner again as in Figure 15
(b). The shape of the output is mathemati-
cally defined as sinc function, sin(x)/x. The
function goes through zero at instants nT,
where n is a positive or negative integer. An
important thing to understand is that although
the position of the input impulse is shown
here (and in most texts) coinciding with the
zero instant of the output, in fact it is not so.
How can the filter start producing an output
long before input is applied? In reality, there
is a delay between the input and output. For
an ideal brick wall filter this delay is infinite
as the tail of the output sinc function is also
infinite. Also, to get a perfect brick wall
frequency response for the filter we need to
use infinite RC or LC sections. This is the
reason why we cannot build an ideal filter,
and even if we could build one, we cannot
use it. The peak value of the sinc waveform is
proportional to the impulse energy. Since the
sampled signal is a series of impulses of height
proportional to the signal value at the instant
of sampling, passing them through a filter
produces overlapping sinc signals as shown
in Figure 15 (c). These waveforms add up to
provide a resultant envelope which is the
original continuous signal x(t).  RFD

factor K=L/M we combine interpolation and
decimation techniques described above. For
example, to change the sampling rate of a
signal from 10 MHz to 15 MHz (K = 3/2) we
upsample the signal by 3 to get 30 MHz
sampling rate, then down-sample the result
by two to get desired sampling rate.

Recovering the signal from its
samples

Recovering the original signal from the
samples is a simple and straight-forward
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Figure 14. (a) Upsampler inserts zero valued samples between original samples and filters the
output (b) signal sampled at T sec interval (c) zero valued samples inserted between samples
to increase the rate (d) low-pass filter restores the sample amplitudes to proper value.

Figure 15. (a) Frequency response of ideal low-pass filter for signal reconstruction, (b) impulse
response of the filter, (c) signal recovery through convolution of samples with impulse
response.
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